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Abstract 

We collected over 800 million tweets from 1,626 U.S. counties and then compared county 

Twitter language to the county life satisfaction (LS). We found that Twitter language can predict 

a county’s LS and adds new information over and above demographic factors. In addition to its 

predictive capabilities, language provided rich characterizations of county LS. More satisfied 

counties were more likely to mention words related to exercise, positive emotions, engagement, 

and achievement. Less satisfied counties used less substantive language, and expressed more 

boredom and negativity. Many of the associations between language and LS persisted after 

controlling for county differences in income, and we found that language was most correlated 

with LS in most affluent counties. Our findings suggest that a data-driven approach to the 

language in social media may offer future alternatives to traditional self-report assessments and 

can generate new insights and hypotheses about regional variation in wellbeing.     

Keywords:  measurement, wellbeing, life satisfaction, language, social media 
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Predicting and characterizing county wellbeing through the language of social media 

Many social scientists, government organizations, and citizens have argued that wellbeing is 

an important complement to traditional economic indicators (e.g., gross national product) and 

should be measured on a large scale (Diener, 2000; Easton, 2006; Forgeard, Jayawickreme, 

Kern, & Seligman, 2011; OECD, 2013; Stiglitz, Sen, & Fitoussi, 2009a, 2009b). Among its 

proponents, the question is no longer whether societal wellbeing should be measured, but how to 

measure it. Traditional survey methods—phone surveys and interviews—are a natural choice, 

and organizations such as the Centers for Disease Control and Prevention (CDC) and Gallup 

already employ one or more wellbeing questions in their surveys. But these methods are 

expensive, time-consuming, and are limited to brief, standardized items. In this article, we 

describe a complementary method for assessing wellbeing that draws on the public stream of 

expressions occurring daily in social media.  

Social media has been used to track a variety of social trends: the spread of influenza 

(Ginsberg et al., 2008), allergies (Paul & Dredze, 2011), the stock market (Bollen, Mao, & Zeng, 

2011), and public opinion (O’Connor et al., 2010). These endeavors process the massive amount 

of language from social media with computational methods to extract traces of behavioral and 

psychological information, which can then be used to predict an outcome of interest.  

Similar methods have been used to track wellbeing. Dodds, Harris, Kloumann, Bliss and 

Danforth (2011) created a daily index of happiness, based on fluctuations in word frequencies 

from a massive archive of tweets (i.e., brief user messages from the social networking service 

Twitter). Kramer (2010) proposed and developed a model of “Gross National Happiness” based 

on daily word frequencies in Facebook status messages.  
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Both Dodds et al. (2011) and Kramer (2010) used a dictionary approach to analyze the 

language expressed on social media. This method starts with dictionaries, or lists of words, 

which are constructed a priori, based on theory or intuition. For example, to track positive 

emotion, one might create a positive emotion dictionary—a list words related to the expression of 

positive emotion, such as “fun”, “awesome”, and “happy”. The frequencies of a dictionary’s 

words are then tracked over time or across different locations. The outputs from these models 

have shown expected fluctuations with some world events (e.g. natural disasters, death of 

celebrities). However, a pure dictionary approach to tracking wellbeing has important 

methodological and conceptual limitations.  

The fundamental methodological limitation lies in the problem of identifying the words of 

wellbeing. Researchers may choose words for a dictionary based on prior theory, but there is no 

guarantee that these words have a true relation to wellbeing. As a result, these systems may track 

only track fluctuations in wellbeing-related words but not genuine wellbeing. To validate the 

choice of words, the relative use of these words must be shown to vary with valid measures of 

wellbeing.   

 A related but more conceptual limitation of past work in this area is the focus on the 

hedonic, emotional component of wellbeing. Although there is considerable debate over what 

elements constitute wellbeing, most agree that wellbeing is multidimensional (OECD, 2013), 

including both hedonic and eudaimonic domains (Ryan & Deci, 2006). For example, Seligman 

(2012) introduced PERMA, in which wellbeing is characterized by five domains: Positive 

emotion (P), Engagement in work and life (E), positive Relationships with others (R), Meaning 

or purpose in life (M), and a sense of mastery or Achievement (A). Similarly, Ryff and Keyes 

(1995) characterize wellbeing in terms of self-acceptance, positive relationships, autonomy, 



Running Head: LANGUAGE OF WELLBEING                                             5   
 

environmental mastery, purpose in life, and personal growth. A system that assesses only 

hedonic aspects of wellbeing misses its equally important eudaimonic side.  

One remedy to these limitations is a more data-driven approach, which automatically learns 

the language of wellbeing from statistical patterns. This approach requires separate measures of 

wellbeing, such as responses to a self-report questionnaire, against which the language can be 

calibrated. If a word is related to wellbeing, then its frequency should correlate with an 

independent measure of wellbeing at the same level of analysis; likewise, if a word is unrelated 

to wellbeing, then it will not correlate with wellbeing and can be removed from consideration. 

Because words are identified by their statistical relationships to wellbeing, a data-driven 

method imposes far fewer limitations on the set of relevant words, thereby creating the potential 

to find new, unexpected connections between language and wellbeing. Hence, the data-driven 

approach is particularly useful for exploratory analysis and hypothesis generation.  

The Current Study 

This study was guided by two related questions: 1) what is the language of county 

wellbeing? and 2) can language from social media predict county wellbeing? Answering these 

questions required a massive language dataset and a valid wellbeing measure from the same time 

period and region.  

Our language data was an archive of millions of tweets—user messages from the social 

media service Twitter. Twitter is “a global platform for public self-expression and conversation 

in real time” and users write approximately 500 million tweets per day (Reuters, 2013), 

expressing emotions, motivations, interests, and current activities. At the end of 2010, roughly 

8% of U.S. adults used the service (Smith & Brenner, 2012).  
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Our wellbeing measure was the average U.S. county life satisfaction (LS), assessed through 

representative surveys conducted by the CDC. LS is one of the most widely studied dimensions 

of wellbeing (Diener, Suh, & Lucas, 1999) and has been used to compare wellbeing between 

U.S. counties (Lawless & Lucas, 2011) and nations (Diener, Tay, & Oishi, 2013). Recent 

guidelines from the Organisation for Economic Co-operation and Development (OECD) suggest 

that the minimal primary measure for national measures of subjective wellbeing should be a 

single question on overall LS (OECD, 2013), as we used here. In light of its psychological and 

policy relevance, LS—not just positive emotion—is a natural target for wellbeing surveillance 

systems. 

We then processed the language from each county and used it to build a predictive model of 

county LS, compared the accuracy of language-based predictions to those based on other factors 

(e.g. county income and other demographic factors). By comparing accuracies between different 

sets of predictors, we assessed the unique contribution of language over and above demographic 

variables.  

To better understand the language driving our predictive model, we conducted analyses to of 

specific language with strong associations with LS. Finally, because regional differences in 

income have established correlations with wellbeing (e.g. Lawless & Lucas; Diener et al., 2013), 

we incorporated county-level income into these analyses, too.  

Method 

Measures 

Language data. Our language dataset was an archive of over 800 million tweets—small 

text messages limited to 140 characters—broadcasted between June 2009 and March 2010. We 
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collected these messages from the Twitter “garden hose”, a stream of a random 10% of all 

messages broadcast through Twitter.  

We matched individual messages to U.S. counties based on the self-reported location 

information attached to each message (for additional details on this matching process, see 

Schwartz et al., 2013a). To reliably capture language, we limited our analyses to counties with at 

least 50,000 words across all messages. After matching and making exclusions as necessary, 

1,626 U.S. counties were included, totaling over 150 million tweets.  

Life satisfaction. County-level LS averages were from the 2009 and 2010 Behavioral Risk 

Factor Surveillance System (BRFSS), a national telephone survey conducted by the Centers for 

Disease Control and Prevention (CDC; CDC, 2010).  The survey includes one item measuring 

LS, which reads, “In general, how satisfied are you with your life?”, which respondents 

answered on a four point scale (1 = very satisfied; 2 = satisfied; 3 = dissatisfied; 4 = very 

dissatisfied). Responses from the 2009 and 2010 surveys were aggregated at the county level and 

averaged across both years to create more stable estimates.  

Sociodemographic variables. To compare the predictive power of our language model to 

the best known demographic predictors, we included several county-level variables from the 

2010 U.S. Census (U.S. Census, 2010): median age, percent female, percent Black, and percent 

Hispanic. In addition, we included the following county-level socioeconomic variables from the 

2009 U.S. Census (U.S. Census, 2009): median household income (log-transformed) and 

educational attainment (composite of percent high school graduates and percent bachelor’s 

degree graduate or higher).  

Data Analysis 
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Language Processing. We first processed county-level language data by collapsing all 

Twitter messages generated within a county into a collection of word frequencies. Next, we 

compared the county-level word frequencies to predetermined lists of words, or categories, 

derived from two sources: (a) theory-driven dictionaries and (b) data-driven topics.  

Dictionaries. We included 64 dictionaries from the Linguistic Inquiry and Word Count 

(LIWC; Pennebaker et al., 2007) program in our analysis. LIWC is text analysis software that 

has been widely used in the social sciences. For example, the Positive Emotions dictionary from 

LIWC includes over 400 words expressing positive emotions (e.g. “glad”, “satisfied”, 

“awesome”). In addition to LIWC dictionaries, we created 10 specialized dictionaries to tap the 

high and low ends of five dimensions of PERMA (Seligman, 2011). Each PERMA dictionary 

contained 80 to 200 words. Table 1 lists the dictionaries and their five most frequent words in 

our Twitter dataset.    

Table 1 

PERMA Dimensions of Wellbeing and Example Dictionary Words  

PERMA Dimension Valence Most frequent words     

Positive Emotion 
High great, happy, cool, awesome, amazing   

Low sorry, mad, sad, scared, pissed   

Engagement 
High learn, interesting, awake, interested, alive   

Low tired, bored, sleepy, lazy, blah     

Relationships 
High love, home, friends, friend, team   

Low hate, alone, jealous, blame, evil     

Meaning 
High hope, real, believe, worth, truth   

Low pointless, useless, insecure, unnecessary, worthless 

Achievement 
High perfect, finished, finish, proud, success   

Low common, idiot, failed, anonymous, crushed 

Note: Most frequent words are determined based on frequencies from a random sample of 800 million 

Twitter messages written between June 2009 and March 2010. 
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For each county, we calculated the percentage of a county’s words that matched each LIWC 

and PERMA dictionary, resulting in a total of 74 dictionary-based language variables for each 

county (64 LIWC dictionaries plus 10 PERMA dictionaries). 

Topics. Data-driven topics are semantically related clusters of words that are automatically 

identified, using a model known as latent Dirichlet allocation (LDA; Blei, Ng, & Jordan, 2003). 

Unlike dictionaries, the set of words in each topic are automatically generated based their co-

occurrence in language. The advantage of data-driven topics is their ability to capture naturally 

occurring patterns in language that may not be included in a purely theory-driven list of words. 

For example, LDA automatically identified a co-occurring cluster including the following words: 

“training”, “gym”, “class”, “session”, “personal”, “fitness”, “basic”, “trainer”—all words related 

to exercise. For the current analysis, we used a model of 2,000 topics that were derived from a 

massive archive of language in Facebook status messages (Schwartz et al., 2013b; a full list of 

topics is available at [masked for review]).  We applied this same model to the county-level 

language, estimating each county’s relative use of every topic. This created 2,000 additional 

topic-based language variables for each county. 

Unlike dictionaries, the words in our LDA-derived topics have varying weights based on 

prevalence. For example, in the exercise topic described earlier, “training” has the highest 

prevalence, and is much more prevalent than the word “trainer”. When presenting results 

involving these word topics, we present the topics as word clouds. The size of each word is 

proportional to the word’s prevalence within each topic, indicating which words carry the 

greatest weight.     

Predictive Modeling. To assess the validity of our language-based model of LS, we used a 

series of regression models to predict county-level LS from county-level use of language 
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categories and demographic variables. These models use thousands of language categories as 

predictors, resulting in more predictors than observations. In these cases, we used a regularized 

form of regression known as the LASSO (Tibshirani, 1996).  

Cross-validation. When assessing the predictive accuracy of our results, we used 10-fold 

cross-validation, which builds each regression model from a random portion of the counties 

(90% in this analysis), and then uses the fitted regression model to predict LS for the rest of the 

counties (the remaining 10%). This process is then repeated 10 times, shuffling the observations 

each time, to ensure that predictions are generated for every county. Because no county is ever 

used to build the same model that generated its own predictions, the results from cross-validation 

generalize well to new data (i.e., counties with new language data). 

Model Comparisons. To assess the predictive value of language, we compared the accuracy 

of models based on five sets of predictors: only dictionaries (LIWC and PERMA), only topics, 

both dictionaries and topics, only demographic variables, and a combined model that used 

dictionaries, topics, and demographic variables. By comparing the accuracy of the combined 

model to each simpler model, we assessed the relative predictive utility of each set of predictors. 

We defined accuracy as the correlation between the predictions from each model and the 

observed (“true”) LS values of each county.  

Correlational analysis.  In addition to predictive modeling, we also conducted finer-grained 

correlational analyses to better understand the associations between individual language 

categories and LS. We calculated Pearson correlation coefficients between every language 

category and county-level LS.  

Because differences in language use may also reflect differences in socioeconomic 

backgrounds, we also calculated adjusted correlations between language categories and life 
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satisfaction, controlling for county median income. To better understand the interaction of 

income, language use, and life satisfaction, we also created several scatterplots of the most 

predictive language categories and LS. We then grouped counties into quartiles based on median 

household annual income (1
st
 /richest =  ≥$50,795, 2

nd
 = $43,243–$50,739, 3

rd
 = $38,046–

$43,229, and 4
th

 (poorest) =  ≤$38,031 ) then plotted linear trends between language and life 

satisfaction within each of these income groups. Prior to drawing each trend line, we Winsorized 

the top 1% of extreme values to limit the influence of large outliers. 

Results 

Predictive Model Results 

A combined model using theory-driven dictionaries, data-driven topics, and demographic 

variables predicted LS with the highest accuracy. Figure 1 illustrates the national patterns of 

CDC-assessed LS compared to the language-based predictions. Results from all five models are 

listed in Table 2. Demographics alone outperformed language alone, but the combined model 

had the highest overall accuracy. The significant increase in accuracy from the combined model 

suggests that language from Twitter contains information about LS that is not available in 

demographic factors alone. Data-driven topics significantly outperformed theory-driven 

dictionaries, and a model combining both types of language categories did not perform 

significantly better than topics alone.     
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Table 2 

Predictive Models of County Life Satisfaction 

Predictors 

Accuracy 

(r)  

Dictionaries  .25 

Topics .29 

Dictionaries + topics .30 

Demographics .42 

Dictionaries + topics + demographic factors .47 
Note. Accuracy is defined as r, the Pearson correlation between predicted county life satisfaction and actual CDC-

assessed county life satisfaction. All predictions are made using cross-validation, which makes predictions on a 

different set of observations than those used to fit the original models. Demographic factors included median age, 

percent female, percent Black, percent Hispanic, median household income (log transformed), and educational 

attainment.  

 

 

 

 

 

 

Figure 1 

 

Figure 1. Map of the U.S. showing CDC-assessed life satisfaction (2009-2010) and predicted life satisfaction. 

Predictions were generated by a model using language from Twitter (2009-2010) and county-level demographic 

variables. Green indicates higher life satisfaction; red indicates lower. There are an equal number of counties in each 

colored bin. White counties did not have sufficient survey sample sizes for valid measurements. No counties in 

Alaska met the inclusion criteria. Predictions correlated with CDC assessments (r = .47, p < .001).  
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Language Correlates of County Life Satisfaction 

After evaluating our predictive models, we used correlational analyses to determine which 

specific language categories had the strongest associations with county LS.    

Dictionaries. Dictionaries from both sources—LIWC and PERMA—correlated with 

county-level LS. Of the 74 dictionaries used, 52 were significantly correlated (p < .05, 36 were 

significant at p < .001) and 28 correlations exceeded an absolute value of .10. Table 3 shows the 

10 dictionaries with the strongest correlations with high and low LS, along with examples of 

their most frequent constituent words. 

Most of the positively correlated dictionaries related to the world of work and material 

wellbeing (e.g., LIWC Money and Work, LIWC and PERMA Achievement) and more complex 

language (e.g. Articles, Space, Prepositions). Exceptions to this trend included the PERMA 

dictionaries of Positive Emotion and Engagement and LIWC We dictionary, which consists of 

first person plural pronouns (e.g., “we”, “let’s”, “us”).  

 In contrast, more frequent use of first person singular forms (the I dictionary) was one of 

the strongest predictors of lower LS, surpassed only Assent. The most negatively correlated 

dictionaries included those loosely related to negative emotions (e.g., Disengagement, Anger, 

and Negative Emotions), other people (e.g., Family, She-He, Negative Relationships), and 

coarser language (e.g., Sexual).     
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Table 3 

Word Categories Correlated with County Life Satisfaction 

Word category r income-adjusted r Example words 

Money (LIWC) .16 .05 check, free, worth, sale, store 

Engagement (PERMA) .15 .06 learn, interesting, awake, alive, creative 

Positive Emotion (PERMA) .15 .05 great, happy, cool, awesome, amazing 

Work (LIWC) .14 .03 work, read, class, com, busy 

Achievement (PERMA) .13 .04 perfect, finished, proud, success, complete 

Article (LIWC) .13 .02 the, a, an, a lot 

We (LIWC) .12 .04 we, our, us, we're, let's 

Space (LIWC) .11 .03 in, on, at, up, out 

Achievement (LIWC) .11 .02 work, best, better, first, win 

Ingestion (LIWC) .09 .01 eat, water, eating, fat, bar 

Negative Relationships (PERMA) -.14 -.09 hate, alone, jealous, blame, evil 

Negations (LIWC) -.14 -.05 not, no, don't, can't, never 

Family (LIWC) -.15 -.10 family, mom, bro, son, ma 

Negative Emotion (LIWC) -.15 -.09 fuck, bad, hate, miss, hell 

She-He (LIWC) -.15 -.08 he, her, she, his, him 

Anger (LIWC) -.16 -.09 fuck, hate, hell, mad, sucks 

Sexual (LIWC) -.16 -.09 love, fuck, ass, gay, loved 

Disengagement (PERMA) -.17 -.07 tired, bored, sleepy, lazy, blah 

I (LIWC) -.18 -.10 i, my, me, i'm, im 

Assent (LIWC) -.18 -.10 lol, yeah, yes, ok, cool 

 
Note. Dictionaries with the largest positive and negative correlations with county life satisfaction. Income-adjusted r 

is the correlation between dictionary use and county life satisfaction after controlling for a county’s median income. 

Example words are the top five most frequent words from each dictionary. Each dictionary is a handcrafted list of 

words designed to tap social and psychological constructs. Dictionaries were either drawn from LIWC (Pennebaker, 

2007) or designed to tap Seligman’s (2012) dimensions of wellbeing (PERMA). Bolded rs are significant (p < .05).   

 

Topics. Of the 2,000 data-driven language topics, 1,176 were significantly correlated with 

county LS (p < .05, 211 were significant at p < .001) and 492 correlations exceeded an absolute 

value of .10. Figures 2 and 3 display the 10 most positively-correlated and five most negatively-

correlated topics as word clouds, respectively (created using www.wordle.net/advanced). Each 

word cloud represents a topic, and the size of each word within the clouds reflects its relative 

weight or prevalence within the topic. Although the words defining each topic are automatically 

identified based on word co-occurrence, themes often emerge from the resulting word clouds. 

Correlations between each topic and county LS are listed below each word cloud. 
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Figure 2 

 

Figure 2. Ten language topics with the highest positive correlations with county life satisfaction. Each word cloud is 

a topic, and word size corresponds to word prevalence within each topic. All correlations are significant (p < .001).  
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Figure 3 

 

Figure 3. Five language topics with the highest negative correlations with county life satisfaction. Each word cloud 

is a topic, and word size corresponds to word prevalence within each topic. All correlations are significant (p < 

.001).  

 

Language Correlates across Income 

We recalculated each correlation between language categories and LS while adjusting for 

county median income. This substantially attenuated many of the correlations, most notably 

among positively correlated LS. Attenuation was less pronounced among negatively correlated 

topics.  

Despite this attenuation, the broad patterns of language correlations persisted. All of the 

topics from Figures 2 and 3 remained correlated LS, but their rank ordering shifted after income 

adjustment. Figure 4 shows the top five positively correlated topics after income adjustment, 

three of which are related to forms of outdoor activity or nature (e.g. ocean-, hiking-, and lake-

related words).  
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Figure 4 

 

Figure 4. Five language topics with the highest positive correlations with life satisfaction after controlling for 

median income. Each word cloud is a topic, and word size corresponds to word prevalence within each topic. All 

adjusted correlations (r’) are significant (p < .001). 

 

Because income adjustment had a noticeable impact on several of the highly positive 

correlated topics, we constructed several plots to better understand the interaction between the 

use of these topics, income, and life satisfaction.  We grouped counties in quartiles based on 

median household income. Within each income group, we then examined the trends between the 

use of each topic and LS.  

Across all topics, we found that the correlations between language use and LS were 

strongest among the most affluent counties. This pattern is illustrated in Figure 4: the steepest 

trend lines appear among the richest quartile, and the weakest trends are in the poorest quartile. 

The relationship between topic use and LS was amplified as income increased, and this pattern 

held across all strongly correlated topics, positive and negative.  
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Figure 5 

 

Figure 5. Life satisfaction across counties, grouped into quartiles of median household income. Lines are linear 

trends between frequency of topic use and life satisfaction. Each word cloud is a topic, and word size corresponds to 

word prevalence within each topic. Median annual household income ranges for each quartile were 1
st
 (richest): 

≥$50,795, 2
nd

: $43,243–$50,739, 3
rd

: $38,046–$43,229, and 4
th

 (poorest):  ≤$38,031.   

 

Discussion 

To summarize the findings from this study:  

1. Twitter language can predict the county LS. Adding language to a demographic-based 

model significantly improves predictive accuracy, suggesting that language contains 

unique information not captured by demographics alone. 

2. Positively correlated language included words expressing and describing various forms 

of wellbeing: material, social, physical, and psychological. Negatively correlated 

included words expressing negativity, disengagement, and negative discussions about 

oneself and others.  

3. Data-driven topics predicted LS better than theory-driven dictionaries. Topics also bring 

useful linguistic context to the words, aiding interpretation of the correlations between 

words and LS. 
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4. The patterns of associations between language and LS persisted after statistically 

adjusting county median income, although this adjustment substantially attenuated many 

correlations.  

5. Correlations between language and LS were strongest among the most affluent counties, 

suggesting that the added predictive value of language increases with the material wealth 

of a region.  

Perhaps counter-intuitively, we found that the language from one sample (e.g. Twitter users) 

can reliably predict the average LS of another sample (e.g. survey respondents) from the same 

county. One explanation for this result is that, in aggregate, the language from social media users 

reflects the broader environment, culture, and opportunities shared by those around them. While 

the users of social media are not fully representative of the local population, inferences based on 

their language are more generalizable than some might expect. This is promising for the creation 

of questionnaire-free, social media-based assessments of regional wellbeing.   

The language of county LS may reflect pathways to wellbeing at the individual level. The 

variety of positively correlated categories—Positive Emotions, Engagement, We (reflecting 

positive relationships) and Achievement—mirrored several theorized components of wellbeing 

from PERMA (Seligman, 2011). This diversity underscores the multidimensional nature of 

wellbeing and the value of looking beyond mere “happiness”.  

Advantages of the data-driven approach 

A survey of the top 10 most positive topics in Figure 2 suggests behaviors and mindsets 

related to higher LS, dovetailing several findings from the wellbeing literature.  For example, 

counties with greater use of the exercise-related topic—containing the words “training”, “gym”, 

“fitness”, and “zumba” (referencing a popular dance-based exercise routine)—had higher LS, on 
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average. This association is consistent with research connecting regular physical activity with 

better physical and mental health (Biddle & Ekkekakis, 2006).      

A cluster of positive topics in Figure 4 share the theme of nature/outdoor recreation, and 

these topics had the highest positive correlations after controlling for county income. Counties 

that mentioned “mountains”, “climbing”, “camping”, “ocean”, and “sailing” tended to have 

higher LS, consistent with research on the positive effects of outdoor activity (Hartig, Mang, & 

Evans, 1991).  

Not only were topics better predictors of LS, but they were sensitive to several nuances in 

language that were unanticipated by the prebuilt dictionaries. In general the broad themes of the 

most predictive topics converge with those of the most predictive dictionaries; for example, both 

methods find language about money to be the most predictive of LS. Topics, however, provide 

additional context and insight. 

For example, words from the Money dictionary were good predictors of high LS, as seen in 

Table 3. Indeed, among the positively correlated topics in Figure 1 is a cluster of money-related 

words, but with a clear philanthropic or charitable flavor, including “support”, “donate”, 

“cancer”, and “haiti” (Haiti was struck by a massive earthquake in early 2010, and tweets from 

this period were captured in our sample). In other words, the money-related words that predict 

high LS are about charity and donations, not just paychecks and portfolios. The correlation 

between this topic and LS aligns with findings relating subjective wellbeing to prosocial 

spending, or spending money on others for gifts or charity (Dunn, Aknin, & Norton, 2008; Aknin 

et al., 2013).     

Topics were even more illuminating among the most negatively correlated language. Note 

that two of the most negatively correlated dictionaries in Table 3 included Assent and Family. 
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Without context, it might be difficult to imagine how assenting and family-related language 

could be associated lower LS.  The topics illustrated Figure 3, however, provide some additional 

context. The most negatively correlated topic, which included words from the Assent dictionary 

(e.g., “lol” and variations of “haha”), reflects not simple assent but reactions to humor. While 

few would argue that humor has a negative association with wellbeing, it could be that counties 

with higher use of this topic are also having less substantive, meaningful interactions in social 

media. This parallels findings from a study of individual language and wellbeing, which found 

an inverse relationship between wellbeing and individuals’ amount of small talk, or “uninvolved, 

banal conversation” (Mehl, Vazire, Holleran, & Clark, 2010, p. 539).          

Family words, such as “brother” and “dad”, were included in the second most negatively 

correlated topic, which also contained the negative words “isnt”, “doesnt”, “wasnt”, and “didnt”. 

The negative correlation between family-related words and LS is potentially driven by 

individuals not simply discussing family but complaining or describing them negatively.     

The I dictionary (e.g., “I”, “me”, “mine”) among the negative correlates is consistent with 

several studies of individual language use by Pennebaker and colleagues, who found greater use 

of the first person singular predicted higher neuroticism (Pennebaker & King, 1999), depression 

(Weintraub, 1981; Rude, Gortner, & Pennebaker, 2004), and suicidality (Stirman & Pennebaker, 

2001). Again, the topics provide useful context to the dictionary findings. Among three of the 

most negatively correlated topics in Figure 3, the word “I’m” was the most prominent word. 

Furthermore, one of these topics also includes several descriptions of negative psychological 

states (e.g., “confused”, “upset”, “mad”), indicating that these individuals are not only self-

referencing but also expressing negative affect in the same message.              
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Language and Income 

Results from our analyses with county income suggest that the predictive language reflects 

more than differences in county demographics. From our predictive modeling, we found that 

models using language significantly outperformed models using only demographic variables. 

Income accounted for a significant portion of the correlation between language and LS, but many 

of the correlations between language and LS persisted after controlling for income differences.    

Unexpectedly, we found that the associations between language and LS were strongest 

among the most affluent counties. Among the richest counties, for example, higher use of topics 

related to exercise and prosocial spending was strongly correlated with high LS, but this 

association was muted among the poorest counties. One interpretation of this pattern is that 

county language differences become important predictors only after more basic material needs 

are met. Past a certain threshold, however, differences in material needs alone are insufficient to 

explain differences in county LS (Diener, Ng, Harter, & Arora, 2010; Dunn, Gilbert, & Wilson, 

2010). Indeed, the largest variation in LS is among the richest counties. The self-expressions in 

social media may reflect other important psychological, societal, and material mediators of the 

income and LS association. This is in line with recent findings from Diener et al. (2013), who 

found evidence that the effect of income on LS was mediated by material and psychological 

factors.    
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Conclusion 

We found evidence that the wellbeing of a region can be reliably predicted from in the 

language of social media. Combining nuanced language data with demographic factors resulted 

in the best predicting model, and we are optimistic that such an approach will eventually 

supplement traditional survey methods. This has potential to not only improve our measurement 

of wellbeing but our understanding of it, too.  
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